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Introduction

2020 changed the way many organisations 
- and much of society - saw AI.

 
 
 
Under the incredible strain of a pandemic,  
a looming financial crisis, Brexit and a host 
of other pressures, public and private sector 
organisations began applying AI to more  
new uses than ever before.

The COVID-19 pandemic drove rapid adoption of AI 
across the health and care sector, launching a data 
response strategy that arms key decision-makers 
with the most up-to-date and accurate information 
about how the pandemic is evolving. It’s helped 
predict demand for hospital beds and ventilators, 
anticipate which regions would be next to see a rise 
in infections, and develop a deep understanding of  
a novel disease in months rather than years. 

But 2020 showed us the lower limits of AI too:  
a sudden shift to remote working and online shopping 
exposed flaws in some of retail’s biggest AI models; 
without a true understanding of causality, AI trained 
in ‘normal’ times frequently failed to adapt their 
insights to suit this huge shift in the underlying data. 

A new understanding emerged from these successes 
and failures: that operational AI - the kind that 
delivers real value to society and businesses - isn’t 
contained within one AI model. If we’re going to ask 
AI to help improve our health and care systems, 
improve the lives of citizens and create new 
competitive advantages for businesses, we can’t just 
expect to deploy one algorithm and walk away. 

This forecast will cover a wide range of developments 
that we expect to see in 2021, based on our 
experience working with public and private sector 
organisations. However, the overarching theme is this 
operationalisation of AI, this new understanding from 
organisations of what AI is, what it can do and how 
to do it effectively and safely. It’s this understanding 
that will drive the next year of AI’s growth. 

 
 

Marc Warner,  
Faculty CEO 
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01
Organisations make getting quality data a priority

Last year, the hype around AI forced organisations to realise  
a somewhat mundane truth: data management is critical. 

AI insights

What does ‘quality data’ look like?

As more organisations try their hand at data 
science, it’s becoming increasingly clear 
that good data collection, management and 
maintenance is what separates the companies 
getting real business value from the ones quietly 
brushing their failed algorithms under the rug. 

The NHS is a prime example of this: where once 
concerns around data quality and management 
were contained within individual trusts and 
teams, the development of the AI-enabled 
Early Warning System has made data a vital 
component of operations for hospitals, GP 
surgeries and trusts. That push has prompted 
new system-wide processes designed to ensure 
that, despite this unprecedented situation, 
NHS and patient data continues to be collected 

ethically, effectively and efficiently, while 
preserving the privacy of patients. The learnings 
here may last well into the future of the NHS. 

Once the preserve of technical teams, data 
management will become a core business 
priority in 2021. This means we can expect to 
see an increasing prioritisation of quality data - 
in essence, data that has been collected at the 
appropriate volume and with the appropriate 
levels of accuracy, timeliness and completeness.

We’re going to see organisations move from 
talking about the value of data to treating it like 
a valuable asset - one that must be cared for as 
carefully as a business cares for its real estate. 

🡒

‘Quality data’ is often talked about as though it’s 
a clear, standardised category, but that’s rarely 
the case. In reality, the standard for good quality 
data is entirely dependent on context. 

If you’re using machine learning to validate 
passport applications, then you might choose 
a data collection and cleaning strategy that 
prioritises accuracy over speed; citizens expect 
to wait a few weeks to receive a new passport, 
so it doesn’t matter if the data isn’t collected  
and processed in real-time. 

However, if you’re using AI to predict if  
a customer will make a purchase in the next 
week - and therefore whether it’s worth sending 

them a marketing communication - then 
timeliness is vital. If you only update the data 
your models use once a week, then it could 
recommend sending marketing communications 
to someone who only made a purchase 
yesterday. In that case, you’d risk wasted 
marketing spend and annoying your  
loyal customers. In this case, you’ll  
probably want to prioritise a data strategy  
that collects data fast and regularly. 

Businesses will need to understand exactly 
where to draw the line on data quality for  
each AI application if they want to see real,  
timely business results.



AI in action

Helping Network Rail make the 
railways safer and more efficient

In 2019, around 1,000 trains collided with 
fallen trees or large branches; storm, 
rain and wind events resulted in 1,500 
incidents where trees caused disruption 
to the network; and preventing or 
solving issues caused by vegetation 
cost Network Rail a significant  
amount of money. 

Faculty partnered with Network Rail and 
a multinational engineering firm to build 
a prototype application that detects 
vegetation that obstructs railway 
infrastructure by analysing footage from 
front-facing cameras attached to trains. 

Front-facing camera footage is  
a rich and regularly-updated source of 
data, but significant machine learning 
effort is required to make it usable for 
vegetation inspection. To ensure that 
usable insights could be extracted from 
the data, our application reconstructs 
the footage in 3D, then uses a machine 
learning model to identify areas where 
vegetation encroaches on infrastructure. 

The application detects up to 95% of 
foliage in camera footage, allowing it to 
reliably identify encroaching vegetation. 
If deployed, the application could 
potentially save rail network operators 
significant time and money spent on 
human lineside inspections.

Retail will be a leading light here, as brands 
begin to close the gap between the dream of 
truly data-driven marketing and the current 
reality. A fashion brand we worked with last 
year used data to exceed the boundaries 
of the recency, frequency, monetary value 
(RFM) customer segmentation models that 
previously dominated the industry - even 
using that RFM data as fuel for advanced 
machine learning techniques that more 
accurately predict purchase probability. 
We can expect to see projects like these 
becoming more standard across the industry. 

Most importantly, considerations like these 
will make widespread AI use significantly 
safer, particularly if this change is driven 
by appropriate guidelines from Central 
Government. Pieces like the Department for 
Digital, Culture, Media & Sport’s Online Harms 
whitepaper - which provides guidance on how 
to handle issues like access to sensitive or 
harmful data during AI projects - is a first step 
in this process. These guidelines will equally 
open the door for new ways of transformation 
across the private sector too, as companies 
gain guidelines on how to access and use 
data effectively and safely.

Look for changes in:  
Health and Life Sciences, Government, Retail

https://www.gov.uk/government/consultations/online-harms-white-paper
https://www.gov.uk/government/consultations/online-harms-white-paper


02
Organisations think in terms 
of AI systems, not AI models

When you build a software product, you reasonably 
expect that it will plug in and run with relatively 
little fuss. You expect that it will deliver high levels 
of performance for a long time with relatively little 
maintenance. And you expect that your people 
should be able to understand its nuances fast,  
so they can quickly take over much of  
the day-to-day troubleshooting. 

AI differs from conventional software, because it runs  
on data that’s inputted directly from the outside world. 

Of course, this is exactly why AI is so powerful,  
but it also means that its performance depends  
on things that an organisation doesn’t control. 

AI therefore degrades over time if left to its own devices: 
the processes and data it’s built on shift and models must 
be repeatedly retrained to ensure that they remain safe, 
effective and accurate - especially as they start to inform  
more business critical decisions. 

🡒     
As such, AI needs to be implemented in the right way, 
by people with significant experience in the field. 

So the end goal of AI should not be to build a great 
model and walk away. Models should actually be the 
core component of a much wider network of technology, 
implementation methodology, expertise and experience  
- an AI system - to ensure they are adding the most value. 
Each of these components are deeply interconnected:  
good technology can only be built by those with expertise 
in AI and experience outside of the lab; expert advice is 
useless without a methodology that allows organisations  
to act on that advice - and so on.

As understanding of this grows, we’re going to see 
organisations thinking seriously about their implementation 
strategies long before the first model is built.

🡒     
 
 
Look for changes in:  
Consumer Brands, Engineering and the Built Environment.



Integrating AI systems

To build AI models that truly upgrade and integrate with existing processes, we’re going 
to see organisations  asking these key questions when they start to think about using AI: 

Sector spotlight

A US retailer 

Do we understand what AI can and can’t do? 
AI isn’t a silver bullet; it can’t fix everything 
instantly. Generally, AI is good at predicting 
things, recommending things, categorising things, 
converting speech to text, or identifying things 
(eg computer vision). But, as a general rule of 
thumb, assume that if a human probably couldn’t 
infer some of the necessary information from 
a dataset, the chances of an AI-led approach 
succeeding are significantly lower. 

Are we solving the right problem? 
Instead of focusing on areas where it’s easy to 
apply AI, organisations will be asking where AI 
can be applied most impactfully. That means 
honest conversations about AI’s capabilities and 
limitations, identifying where human intervention 
is needed and projecting ROI. 

How do we encourage  
non-technical teams to use AI outputs? 
Too many AI models have languished in 
obscurity because end users don’t understand 
or trust their outputs. Organisations will 
begin soliciting input from end users during 
development and asking for more explainable 
AI that gives users insight into the model’s 
decision-making process.

What skills do we need to  
make the most of our models? 
Capability building will become an increasing 
priority as teams invest in building in-house 
expertise for some areas - and get better 
at understanding where outside specialist 
support is needed.  

Peter will 
only buy if 
he receives 
an o�er.
Our marketing 
optimisation 
solution 
correctly 
targets Peter.

Jane loves your 
brand. She will 
buy even with 
no intervention.
Most marketing 
solutions will 
incorrectly target 
Jane based on 
recency or 
frequency.

Kim will 
never buy

Faculty worked with a retailer in the US, using 
machine learning to optimise its marketing 
spend by reviewing its catalogue mailing 
strategy. Instead of sending catalogues 
to customers who are most likely to buy 
overall, we helped the company to only send 
catalogues to customers whose purchase 
decision would be influenced by receiving 
a catalogue. That meant less money spent 
sending catalogues to customers who would 
have bought anyway and more money to 
spend on a new pool of target customers 
who promised greater ROI. 

Integrated AI was essential to success 
here. Where some companies might 
have approached this as a way to gather 
interesting new insights or a proof of 
concept for AI in marketing, our customer 
wanted a model that would sit at the heart 
of its business decision-making systems. 
Increasingly, the marketing optimisation 
technology we created is becoming a vital 
component in day-to-day decision-making.



The four principles of  
AI safety 

Artificial intelligence safety 
can be broadly defined as the 
endeavour to ensure that AI is 
deployed in ways that do not 
harm humanity - or, by extension, 
businesses and organisations 
that use it. 

But what does that mean in 
practice? Through practical 
experience running AI projects 
and explorations by our 
dedicated AI research team, 
Faculty has developed four 
principles for ethical  
AI deployment: 

Fairness - Does the model  
have implicit biases that  
skew its outputs?

Privacy - Do the data  
collection process and the  
model itself protect people  
and organisations’ data?

Robustness - Does it work in 
the real world, outside of the lab 
where data is always clean and 
consistent? Can organisations 
rely on it to work day-to-day?

Explainability - Do end users 
understand how the model 
makes its decisions? 

We’ve also developed cutting-
edge tooling that allows our 
customers to incorporate 
these principles into real world 
applications. Crucially, this means 
that there needn’t be a complete 
‘trade off’ between AI systems 
that are safe but less effective 
and ‘black boxes’ that deliver 
better performance. We firmly 
believe that the latest techniques 
in development will allow the 
industry to make AI safety a  
non-negotiable component  
of every model, while still  
deriving business value. 

03
Ethics and public trust  
in AI remain critical.

The notion that AI systems are either infallible 
or inscrutable no longer stands up, thanks to 
some high profile disasters and near-misses 
in 2020. Equally, increasing use of the general 
public’s data by a widening array of businesses, 
public sector organisations and government 
departments - combined with plummeting trust 
in tech giants - has rightly increased scrutiny of 
how our data is being used and who is using it. 

In 2021, we’ll see these concerns evolve into 
informed wariness as governments, industry  
bodies and regulators take steps to protect  
against these harms and build public trust in AI. 

Regulations like the General Data Protection 
Regulation (GDPR) are currently more of a looming 
presence than a series of enforced, actionable 
restrictions. GDPR stipulates that the decisions of AI 
models should be explainable, but the reality is that 
tooling is yet to be adopted that can do this  
at scale in an organisation. 

The next wave of regulations need to be informed  
by practical understanding of how organisations 
do AI day-to-day. That means we need to see 
government upskilling and driving the development 
of tools that make legislation actionable, if they want 
to give organisations increased confidence in their 
own ability to safely and ethically use AI in their  
day-to-day operations. 

Part of this discussion will be recognising the broad 
range of contexts in which AI can be applied; over-
regulating the algorithm that recommends a new pair 
of shoes to an online shopper will smother innovation 
in the retail industry but under-regulated medical 
AI applications would leave patients vulnerable to 
severe privacy violations. This shift will be vital in 
ensuring that governments can build public trust in  
AI without restricting its ability to deliver value to  
the industries that adopt it and drive innovation.

🡒



The good news is, we’re already beginning to see 
regulators evolving their guidelines and requirements 
around data use and privacy. This year, we’ll see 
this legislation becoming more than hot air on what 
should, and should not, be considered safe and 
ethical in AI. Instead, organisations and technical 
teams will begin to see some practical guidance 
that shows them how to ensure their AI is safe and 
ethical. The Centre for Data Ethics & Innovation’s 
Review into bias in algorithmic decision-making,  
as we discussed at the end of 2020, is a clear  
step in the right direction. 

This focus on practicality will likely be mirrored  
by private sector companies. Last year, we worked 
with an international financial services organisation  
to conduct a deep exploration of how our 
explainability tools fit its unique needs - for  
example, functionality for explanations to  
be tailored to their target audience. 

🡒     
AI safety tools that are guaranteed to be usable 
by frontline employees on a day-to-day basis 
will become a priority for companies.

This government regulation could be mirrored by 
developments in the private sector, as companies 
reassess their relationships to personal data.  
Since Google announced its intention to abandon 
third party cookies on Google Chrome by 2022, 
we’ve seen organisations reexamine their marketing 
activities and use of first party data. Often, these 
periods of reflection are leading companies to a 
wider exploration of alternative data sources, such as 
open source data - and a deeper appreciation of how 
the public want their data to be used. Hopefully it will 
also be a first step towards big tech proving that it 
deserves and can be trusted with public data, too. 

Look for changes in:  
Heavily regulated industries like Finance  
or Health and Life Sciences.

https://assets.publishing.service.gov.uk/government/uploads/system/uploads/attachment_data/file/949383/CDEI_review_into_bias_in_algorithmic_decision-making.pdf
https://faculty.ai/blog/cdei-fairness-report/
https://blog.chromium.org/2020/01/building-more-private-web-path-towards.html
https://blog.chromium.org/2020/01/building-more-private-web-path-towards.html


v

Artificial 
intelligence 
beyond 2021
Technology usually disappears from the public 
consciousness, not when it fails, but when it becomes 
ubiquitous. If 2021 is the year that AI systems become 
embedded in organisational operations, the next 
decade will see AI crossing this new frontier: becoming 
a mundane part of business operations, almost to the 
point where it becomes invisible. We’ll likely reach the 
point where AI becomes as much a part of the standard 
business technology stack as a spreadsheet or a laptop. 

This fading of AI from public attention should, in some 
ways, be the ultimate goal of any AI provider. If we 
can continue to shift our focus away from designing 
black box algorithms that deliver smart insights but are 
never used by real people, then AI is free to become 
something much greater. Not a notable technology  
that makes headlines and excites debate, but a tool  
just like any other general purpose technology. 

54 Welbeck St, Marylebone, London W1G 9XS, UK
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If you’re interested in finding out more about how Faculty 
can help you transition to AI independence, get in touch.

faculty.ai facultyAI

https://faculty.ai/
https://faculty.ai/contact-us/
https://twitter.com/faculty_ai?ref_src=twsrc%5Egoogle%7Ctwcamp%5Eserp%7Ctwgr%5Eauthor
https://www.linkedin.com/company/facultyai/
http://workwithus@faculty.ai 
http://faculty.ai
https://www.facebook.com/facultyAI

